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It’s time to lift the curtains, once again. After the successful launch 

& continuous bi-monthly publication of the SQLServerGeeks 

Magazine (SSG), we are thrilled to present to you, the first edition 

of the DataPlatformGeeks Magazine (DPG). 

While the SSG Magazine focuses on all things SQL, the DPG 

Magazine will have a broader focus on multiple technologies from 

the Data, Analytics & AI world. While we received very encouraging 

feedback about the SSG Magazine, we constantly received requests 

from the community to expand beyond SQL. So here we are with 

the first edition. A massive shoutout to all authors – Radu Vunvulea, 

Saveen Reddy, Michelle Gutzait, Kathi Kellenberger & Abhishek 

Narain. We got invaluable content from them on such short notice 

–hats off to them. 

Apart from learning content, we intend to bring exciting news from 

the data world. In this edition, we provide an update on DB Engines 

ranking & the Gartner Magic Quadrant for Cloud Database 

Management Systems. 

Also, the big news is out. Data Platform Virtual Summit 2022 dates 

have been published. And the event is absolutely free for anybody 

to join. Go for it now. 

Make sure to give us your feedback so we can continue to provide 

quality content, well-curated to your interests. Write to us at 

Magazine@DataPlatformGeeks.com. If you are interested in writing 

an article for the magazine, do let us know. Write to us at 

Magazine@SQLServerGeeks.com 

Help us spread the word. Ask your friends and colleagues to 

subscribe to the magazine. 

From all of us at DataPlatformGeeks, we wish you a pleasant read. 

Happy Learning. 

 

Yours Sincerely 
DataPlatformGeeks Team 
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lmost two years ago, we had to accept that the world as we know it had changed. Most of the 

companies migrated their workforce to remote working. Nowadays hybrid work model is part of 

the normality. Companies started to invest more in their digitalisation and cloud adoption 

programs. In this article, we talk about the current state of security and the top 10 security things that we 

need to invest in when we do a cloud adoption (cloud migration).   

Cloud adoption and remote working changed how we build IT Solutions and how we tackle security. From 

my point of view, COVID-19 was and is a security incentive, exposing us to new digital risks and making us 

more aware of IT and cloud security. RTO 

Let’s start with RTO. This one is all about how fast you can get back in business and that is why it’s defined 

as a time objective. For production systems this could be hours down to seconds and for non-production 

systems it could be hours, sometimes even days. To meet the RTO you will implement not only a backup 

strategy but also a High Availability (HA) and Disaster Recovery (DR) strategy if necessary. 

Security Impact 
To understand the real impact of the current situations, let's take a look at some statistics:  

• Global adoption of digitalisation has increased to 55% in the last seven years 

• 48% of the companies had to accelerate the cloud migration programs during the pandemic 

• 60% of the companies adjusted cloud cybersecurity postures as a result of distributed 

workforces 

• In 2021, the top 2 priorities for companies are: 

o 38% of them securing remote workforce is the highest priority 

o 36% migrating to cloud-native services is the highest priority 

A 
Radu Vunvulea |       @RaduVunvulea 
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https://twitter.com/RaduVunvulea
https://twitter.com/RaduVunvulea


 

 Back to TOC | Page 5 
 

We might ask ourselves, "Why security is such a big deal nowadays?". 2020 was not easy for cybersecurity 

teams. Every 2-3 days, we read in the press that another data breach happened. I would even say that 

data breach in 2020 was a commodity and part of our life.  

How many security breaches were in  2020? Let's take a look at a security report that helps us to 

understand better where we were in 2020: 

• The no. of cyber-attacks increased by 250% 

• The no. of large-scale breaches increased by 273% 

• 47% of individuals fall for phishing scamp while working at home 

• Phishing attacks increased by 350% 

In just 4 months (Feb-May 2020), more than 500.000 people globally were affected by breaches where 

personal data of video conferencing users was stolen and sold on the dark web. Information like their 

name, email address, profiles was collected from unsecured or public video events and sold. 

Cloud Impact 
The demand for cloud services, especially computation, increased drastically in the first 6 months of 2020. 

The average increase of cloud workloads was around 65%, putting the cloud infrastructure at the test. The 

highest growth was in APAC and EMEA with 70%, followed by AMER and JAPAN. 

Industries like Retail and Insurance increased their cloud footprint by 60% and 74%. We would expect this 

because most of the shopping was done online. Retail companies that could not move to digital platforms 

were struggling in that period. People's behaviour also changed, preferring to resolve their problems over 

the internet (e.g. insurance, grocery). The higher increase of cloud demand was in chemical 

manufacturing. In a short period, they had to run a lot of calculations and simulations. The limited capacity 
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https://www2.deloitte.com/ch/en/pages/risk/articles/impact-covid-cybersecurity.html
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on their on-premises infrastructure was an important factor that made the footprint of chemical 

manufacturing inside the cloud increase by 83%. 

Azure SQL Db offers both backup recovery as well as HA/DR options that can assist in meeting RTO. 

To better understand the impact of security inside the cloud I would like to share with you the following 

story: 

Veeam—Customer records compromised by unprotected database Near the end of August 2018, the 

Shodan search engine indexed an Amazon-hosted IP. Bob Diachenko, director of cyber risk research at 

Hacken.io, came across the IP on 5 September and quickly determined that the IP resolved to a database 

left unprotected by the lack of a password.  

The exposed database contained 200 gigabytes worth of data belonging to Veeam, a backup and data 

recovery company. Among that data were customer records including names, email addresses and some 

IP addresses. How encryption may become a factor in scenarios like this: User names and passwords are 

a relatively weak way of securing private access. Plus, if an organisation does not maintain complete 

control of the private keys that govern access for internal systems, attackers have a better chance of 

gaining access. Impact: Within three hours of learning about the exposure, Veeam took the server offline. 

The company also reassured TechCrunch that it would "conduct a deeper investigation and… take 

appropriate actions based on our findings. 

Security Angles 
Cloud security is not only important, but also it is complex because it covers multiple aspects of an IT 

product. Many times, we are forcing our effort to secure the application. Still, we forget that our 

development teams are pushing secrets in the main repository in cleartext.  Or the machines used by 

DevOps and Development is not secure enough, making them a perfect jump-box for an attack that could 

expose cloud credentials and the customer data in the end.  

When we talk about cloud security, we need to consider authentication, authorisation, access control. log 

management, operation audit and all other stuff that is related to cloud governance. There are 4 types of 

protections that we need to take into account: 
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https://news.softpedia.com/news/veeam-leaked-over-445-million-records-via-exposed-database-522644.shtml
https://news.softpedia.com/news/veeam-leaked-over-445-million-records-via-exposed-database-522644.shtml
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The first 2 of them, Cloud Platform and Cloud Product Protection, are offered our of the shelve by cloud 

vendors. The only thing we need to do is to ensure that we activate encryption and do the proper 

configuration for data recovery. On top of that, we have the Data and Environment Protection, where the 

cloud vendor and service provider provide a lot of functionality. Our responsibility is to ensure that we 

are doing the correct configuration of the services to meet our security expectations. 

What can we do?  
There are a lot of materials and resources that provide input related to what can we do to build more 

secure systems. In the next part of the article, I cover the most important things that we need to consider 

to improve the overall cloud security of our systems with a direct impact on the organisation.  

Security is not only about infrastructure, software and IT. It's about people, processes and education. 

(1) Limit the use of the cloud services that are not in GA (General Availability) 

CSP vendors like AWS, Azure, and GCP provide services and features in different development states. For 

example, a service or feature provided by Microsoft Azure can be in one of the following 3 states: 

• Private Preview / NO SLA, NO formal support 

• Public Preview / NO SLA, limited formal support 

• General Availability / SLA and formal support 

A clear statement from Microsoft says that only services in GA should be used for production 

environments or when sensitive data is stored. This is not only related to the SLA and support. Sometimes, 

the services are not ready for production, and hidden issues (e.g. security ones). The best example is the 

Cosmos DB Notebook integration security issue from August 2021. The root cause was a new functionality 

integrated into CosmosDB to be able to use Jupiter Notebooks and was caused by a Public Preview feature. 

People rush to use it in production environments, but they forget that only GA features should be used 

when we use sensitive data. 

All services that are in Private or Public Preview are marked with a specific tag. Sometimes the timeline 

related to GA is available and can be used to align with your system lifecycle. When the timeline is not 

available, you should be careful how you use the preview because sometimes service can be preview for 

extended period.  

You can find below two examples of how you can identify a service or a functionality that is in preview. 
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(2) Extend team skills 

Working on the cloud is not only DevOps work. In most cases, people assume that DevOps teams are 

super-heroes, able to do the data security, DR/BC planning, governance, IAM (Identity and Access 

Management), compliance, availability and many more.  

A complete team needs to include, besides DevOps, SMI that can cover the security, infrastructure, and 

cloud design aspects.  IaC, configuration and automation are implemented by DevOps people, but the 

design of the infrastructure, security and so on needs to be done by other SMIs. 

The main motivations to not involve other SMI's in the team are costs and wrong assumptions. From the 

cost point of view, people forget that you don't need a security or infrastructure SMI allocated 100%. Just 

a few days of consultancy from such an SMI are more than enough. Also, the assumption that DevOps can 

cover all other tech topics that are not related to development is also wrong.  

Ensuring that you involve the right people in the design and development phases is crucial for the success 

of the project. 

(3) Education 

The impact of a cloud adoption program does not stop at the IT department. All the departments of the 

organisation are impacted, from HR and Financial to Legal and Suppliers. Internal processes and 

procedures are transformed to align with the new ways of running the business workloads. 

A learning program should be defined at the company level to ensure that each group of people is aware 

of how they will be impacted and the implications of having a system running outside their organisation. 

Cloud Vendors like Microsoft are offering cloud learning paths for non-tech stuff used in the learning 

programs.  

A Cloud Center of Excellence needs to be established that designs clear boundaries and govern how the 

cloud is integrated and used by the organisation. For example, what cloud services are approved to be 

used, how and in which situations.  
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(4) Leverage SaaS and PaaS services 

Cloud migration is easily done when relying on IaaS services (VM, bulk storage). It comes with a cost. The 

cost of managing and operating the IaaS platform, together with the risk of exposing data unsecured to 

the public internet.  

These risks are reduced when PaaS and SaaS services are adopted. The cloud provider (e.g. Azure) is 

responsible for the security updates of the services. Part of the responsibility is moved from the 

organisation to the cloud provider. In this way, the team has more time to focus on the business and less 

on the infrastructure. 

(5) Private networks and internal endpoints 

It is not required to build a system that is publicly available from the internet. You can have it built inside 

a private network, hidden from the internet. All the cloud services you use can be available only from 

internal endpoints, which are not accessible from the public internet. You would build a system similar to 

the one that you have on your own infrastructure that is closed by design from the public internet.  

(6) Identity and Access Management 

Database or service access using a master key, token or a master user should never be used inside Azure 

or any other cloud provider. Using AWS IAM and Azure RBAC, you can control and manage the access of 

users and other services to resources based on user role. You become 'password less', and the access 

management between services is done based on their role and scope, without a hardcoded key or token. 

 

In the above example, we see how Azure RBAC can be used to divine a Development Group that has 

limited rights for a specific group of services. It is important to mention that the Security Principal can be 

a User, a Group or a Service Principal (represented by an Azure VM, an Azure Function or any other Azure 

Services).   

Covid-19 is a Cloud Security Catalyst (Page 6 of 9) 
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The top 3 things that you need to be aware of are: 

• Duty segregation within your team. Grant only the amount of access to users that they need to 

perform their jobs 

• Specific permissions create unneeded complexity and confusion, accumulating into a "legacy" 

configuration that's difficult to fix without fear of breaking something. 

• Avoid resource-specific permissions. Instead, use management groups for enterprise-wide 

permissions and resource groups for permissions within subscriptions. Avoid user-specific 

permissions. Instead, assign access to groups in Azure AD 

(7) Secrets Scanning 

We can protect our code, secrets, and identity using tools that scan the repository automatically and 

ensure no secrets are pushed to them. We can integrate solutions like 'git secrets' to automatically scan 

a commit before a push and drop the push if secrets are found in the commit. 

 

Different strategies can be defined in the pipelines to fail a build or even remove the secrets automatically 

from the repository. 

(8) Public endpoints protection 

The public endpoints that the solution expose can be protected by a cloud gateway. AWS WAF or Azure 

Application Gateway are two good examples. Azure Application Gateway is an L7 Load Balancer that has 

a Web App Firewall integrated (WAF). This enables us to detect and stop and attach before reaching our 

workloads.  Azure WAF can identify and stop OWASP top 10 attacks out of the shelve. You don't need to 

do any kind of special configuration at the application layer. You have the protection offered as a SaaS.  
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(9) Tracking and Monitoring 

You should never rely only on the application logs. You should never do tracking and monitoring the same 

way as you would do on an on-premises system. You need to consider a set of items when you adopt the 

cloud, and you need to ensure that you collect the correct information. 

The audit, logs, and metrics you collect should be from all 5 layers (Tenant, Subscription, Resource, OS, 

Application). Besides this, you need to have a deep application monitoring system like Azure Application 

Insight and Azure Security Center that allows you to track and discover what is happening behind the 

scene from all perspectives.  

On the other side, you have a set of services like Service Map, Network Monitoring and Log Analytics and 

enables us to do the deep infrastructure monitoring in a similar way that we used to do on our own 

network. 

 
 

There are 3 components that we need to consider and can be seen in the below image. 
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(10) Integrate the build-in security systems 

Rely less on customer dashboard or on-premises security systems. The native solution, like Azure Security 

Center, provides us with the ability to infrastructure compliance checks (e.g. HIPPA, PCI-DSS), the 

inventory of our cloud and on-premises resources, security and thread alerts and protection and 

automatically secure scoring for our systems.  
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Non-Tech World of Radu Vunvulea 

Technology enthusiast that runs away from stupidity and enjoys the simple life of the cloud era.  

LEARN MORE 

Want to write for the magazine? Comments? Feedback? Reach out to us at 

magazine@dataplatformgeeks.com 
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NOTE: This article is an extract from Microsoft Tech Community Blog. Author: Saveen Reddy (Principal 

Program Manager, Microsoft) 

 

elcome to the Azure Synapse January 2022 update! Our first blog of the year includes newly 

added database templates, a security whitepaper, and data integration updates. For the first 

time, we will also feature a companion video that you can watch to get the quick key updates. 

Apache Spark for Synapse  
4 New database templates [Public Preview] 
We’ve seen a lot of enthusiasm and adoption of the 11 
Synapse database templates during public preview that 4 
additional templates have been recently added. You can now 
access Automotive, Genomics, Manufacturing, and 
Pharmaceuticals templates in Azure Synapse. See them in 
either in the gallery or by creating a new lake database from 
the tab and selecting + Table and then From template. 

Machine Learning 
Improvements to the SynapseML library 

W 

Saveen Reddy |       @saveenr 

Azure Synapse Analytics January Update 2022 
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https://youtu.be/rsyyG3Hj8iA
https://twitter.com/saveenr
https://twitter.com/saveenr
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The release of the Synapse ML library v0.9.5 (previously called MMLSpark) simplifies the creation of 
massively scalable machine learning pipelines with Apache Spark. It unifies several existing ML 
Frameworks and new Microsoft algorithms in a single, scalable API that’s usable across Python, R, Scala, 
and Java. This update includes support for the following new capabilities: 

• Geospatial Intelligence: Quickly apply the Azure Maps API to solve problems that require 
geospatial intelligence. Use distributed tools such as geocoding to make sense of informal location 
data at scale. Learn more about Azure maps on Spark overview. 

• Custom Multivariate Anomaly Detection: Train custom multivariate anomaly detection systems 
within your databases with only a few lines of python. Learn more about the Multivariate Anomaly 
Detection Python code. 

• Healthcare Analytics: Parse and reason about medical text using the parallelism of your Spark 
cluster. Extract medications, doses, medical relationships, and more. Learn an example usage 
code for Cognitive Services on Spark overview. 

• Responsible AI at Scale: Understand the predictions of opaque-box models, measure dataset bias, 
and probe models with Individual Conditional Expectation plots. Users can explore model biases 
with the new Individual Conditional Expectation transformer in our Adult Census Dataset 
example. Learn more about the Adult Census Dataset example. 

• Text to Speech: Use neural voice synthesis to generate thousands of hours of lifelike speech in 
minutes. Please see our cognitive service overview for example usage. 

Learn more by reading the full release notes or visit the SynapseML homepage to get started. 

Security 
Azure Synapse Analytics security overview 
We just published a white paper that explains Synapse's enterprise-grade security capabilities and 
industry-leading features that addresses security concerns and provides a comprehensive overview of 
Azure Synapse Analytics security features. This whitepaper covers the five layers of security: 
Authentication, Access Control, Data Protection, Network Security, and Threat Protection. Use this 
reference document to understand each security feature and to implement an industry-standard security 
baseline to protect your data on the cloud. 

Learn more by reading Azure Synapse Analytics security white paper: Introduction 

TLS 1.2 required for new workspaces 
Starting in December 2021, TLS 1.2 is required for newly created Synapse Workspaces. TLS 1.2 provides 
enhanced security to safeguard against exploits. Login attempts to newly created Synapse workspace 
from connections using a TLS versions lower than 1.2 will fail. 

Learn more by reading Azure Synapse Analytics connectivity settings 

Azure Synapse Analytics January Update 2022 
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https://azure.microsoft.com/en-us/services/azure-maps/
https://microsoft.github.io/SynapseML/docs/features/geospatial_services/GeospatialServices%20-%20Overview/
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https://microsoft.github.io/SynapseML/docs/documentation/estimators/estimators_cognitive/#fitmultivariateanomaly
https://microsoft.github.io/SynapseML/docs/next/features/responsible_ai/Interpretability%20-%20ICE%20explainer/
https://microsoft.github.io/SynapseML/docs/next/features/responsible_ai/Interpretability%20-%20ICE%20explainer/
https://microsoft.github.io/SynapseML/docs/next/features/cognitive_services/CognitiveServices%20-%20Overview/#text-to-speech-sample
https://github.com/microsoft/SynapseML/releases/tag/v0.9.5
https://microsoft.github.io/SynapseML/
https://docs.microsoft.com/en-us/azure/synapse-analytics/guidance/security-white-paper-introduction?wt.mc_id=azsynapseblog_jan2022_blog_azureeng
https://docs.microsoft.com/en-us/azure/synapse-analytics/security/connectivity-settings?wt.mc_id=azsynapseblog_jan2022_blog_azureeng
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Data Integration 
Data quality validation rules using Assert transformation 
You can now easily add data quality, data validation, 
and schema validation to your Synapse ETL jobs by 
leveraging Assert transformation in Synapse data 
flows. Add expectations to your data streams that 
will execute from the pipeline data flow activity to 
evaluate whether each row or column in your data 
meets your assertion. Tag the rows as pass or fail 
and add row-level details about how a constraint 
has been breached. This is a critical new feature to 
an already effective ETL framework to ensure that 
you are loading and processing quality data for your analytical solutions. 

Learn more by reading Assert transformation in mapping data flow 

Native Data Flow Connector for Dynamics 
Synapse data flows can now read and write data directly to Dynamics through the new data flow Dynamics 
connector. Create data sets in data flows to read, transform, aggregate, join, etc., and then write the data 
back into Dynamics using the built-in Synapse Spark compute. 

Learn more by reading Native data flow connector for Dynamics 

IntelliSense and Auto-Complete Added to Pipeline Expressions 
It’s here! This much anticipated update adds IntelliSense to expression editing, making it super easy for 
you to create new expressions, check your expression syntax, find functions, and add code to your 
pipelines. 

 

Azure Synapse Analytics January Update 2022 
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https://docs.microsoft.com/en-us/azure/data-factory/data-flow-assert?wt.mc_id=azsynapseblog_jan2022_blog_azureeng
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Learn more by reading IntelliSense support in Expression Builder for more productive pipeline authoring 
experiences 

Synapse SQL 
COPY Schema Discovery for Complex Data Ingestion 
Automatic schema discovery along with auto-table creation process makes it easy for customers to 
automatically map and load complex data types from Parquet files, such as arrays, and maps into 
Dedicated SQL pools in Synapse. Rowgroup compression is automatically enabled when customers 
enable the auto-create table option within the COPY command. Start taking advantage of all these 
features today to simplify data ingestion with Azure Synapse Analytics! 

 
Learn more by reading how Github leveraged this functionality in Introducing Automatic Schema 
Discovery with auto table creation for complex datatypes 

 

HASHBYTES easily generates hashes in Serverless SQL 
Serverless SQL pools now support the HASHBYTES function! HASHBYTES is a T-SQL function which 
hashes values. One common use of create hash values is for use in distributing data.  

 The HASHBYTES function is returning the hashes of its input values in SQL and is now supporting the 
following types: MD2, MD4, MD5, SHA, SHA1, SHA2. 

 

Azure Synapse Analytics January Update 2022 
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https://techcommunity.microsoft.com/t5/azure-data-factory-blog/intellisense-support-in-expression-builder-for-more-productive/ba-p/3041459
https://techcommunity.microsoft.com/t5/azure-data-factory-blog/intellisense-support-in-expression-builder-for-more-productive/ba-p/3041459
https://techcommunity.microsoft.com/t5/azure-synapse-analytics-blog/introducing-automatic-schema-discovery-with-auto-table-creation/ba-p/3068927
https://techcommunity.microsoft.com/t5/azure-synapse-analytics-blog/introducing-automatic-schema-discovery-with-auto-table-creation/ba-p/3068927
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Learn more by reading about HASHBYTES 

 

NOTE: This article is an extract from *Microsoft Tech Community Blog*. Author: Saveen Reddy 
(Principal Program Manager, Microsoft) 
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s infrastructure and technology get stronger and the Serverless Cloud platforms are very 
compelling for varying intense workloads, we tend to think that database performance may not be 
that important. 

When we start developing new systems or applications, we usually know the initial number of users, 
processes and data sizes but it is very hard to be able to estimate the rate that those numbers will 
eventually grow by. And this growth can also be sudden. As an example: you create an application for an 
SMB, where there are only dozens of users and few GBs of data but later on, the company grows fast or 
being bought by another huge corporation and your system is now to be used by hundreds or even 
thousands of users with GBs or TBs of data. 

This is why it is very critical to ALWAYS develop database application with intense workloads and large 
datasets in mind, just in case things will grow surprisingly big. 

Relational Databases and Capacity 
The relational database technology is built for transactional processing. That means that it needs to 
include locking mechanisms to allow for processes to update and query the data in parallel. Each 
database technology is different and the locking mechanisms differ in a way that the resolution of locks, 
blocks and deadlocks bottlenecks will be very specific to the particular engine.  

In addition, each database platform will handle caching differently but the size of data that can be cached 
depends on the machine capacity. When it comes to Serverless, scaling up resources may take time, hence 
if performance is important, we need to take this into account and shoot for the smallest data sets to be 
cached. 

Lastly, the database engine will require resources such as memory, processing power, storage and 
network, therefore the less resource consumption by processes, the better performance you will get. 

A 
Michelle Gutzait |      @mgutzait 
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Is creating a “database agnostic” application good or bad? 
Building a generic “database agnostic” application could be a positive thing because you will be able to 
use almost any relational database in the back-end. However, in some cases, different database platforms 
will behave differently when the same code is executed. For example, some databases (such as SQL 
Server) will perform better in certain scenarios if you execute Stored Procedures rather than sending ad-
hoc queries. While SQL Server would work nicely with set-based transactions, Oracle may perform better 
by using cursors. Sometimes it would be a good idea to create temporary tables or objects in the database 
engine to achieve a better performance, however, each database engine will have its proprietary way of 
handling those (and the code will not be compatible between the platforms). 

If you are using a Framework in your application, you should test your application with large sets of data 
to ensure it will perform well in the generic way, even under pressure. 

Communicating With the Database Server 
Application developers often tend to prefer the row-by-row processing methodology because it may be 
easier to understand and code. Code in a loop may look clean and neat but you should ask yourself, what 
are the implications of such code on the general performance. A very basic Best Practice is to keep the 
“back and forth” communication between the application and database server to a minimum, so in a 
nutshell – DO NOT process row by row if you don’t have to.  

Furthermore, ensure that intense database operations are executed in the database engine as much as 
possible (for example, using Stored Procedures and set-based operations). 

Controlling Number of Sessions/Connections 
In most if not all database platforms, every time a new connection/login is made to the database engine, 
minimum resources will be reserved for that connection and “security checks” will be launched to ensure 
and keep track of proper permissions for the specific user or credential. Also some database platforms 
(i.e.: Cloud Database Services) will have a limitation on the amount of connected users/sessions and you 
may get an error when trying to go over this limit. For that reason, it is important to be able to control the 
amount of logins and logouts (or connects / disconnects) from the database server by using, for example, 
connection pooling in the application. 

The Cost of Performance Tuning to the Business 
Any change in an already existing application may be costly, especially when it comes to troubleshooting. 
Firstly, it may take a while to find the culprit piece of code responsible for a bottleneck. 

Subsequently, if your system is already in Production and depending on the type of code change required 
to be made, this may mean that you will need to rewrite some code and then pass the change through 
the regular CI/CD  process. 

Those two above scenarios can be expensive as you will sometimes need to spend hours or even days on 
troubleshooting, test and trials and eventually code modification. 

The earliest you “make things right”, by potentially following performance Best Practices, the less chance 
those things will happen. When code follows Best Practices, there is more probability that the issue can 
be solved on the database level (i.e.: modifying indexes, Table Partitioning, Read-only replicas, etc). 

Summary 
Remember that even though hardware, infrastructure and software have been improved significantly, 

you always need to target applications that transfer as less data as possible between the different 

layers: Cloud Services, Virtual Machines, Operating Systems, network, storage, Application/Web servers, 
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containers, database engines and more. Each layer will need to process/transfer the data to or through 

another layer and this process may add latency. 
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echnology changes fast. Twenty years ago, I was a new DBA supporting SQL Server 6.5, 7, and 2000. 

Those were the days when SQL Servers ran on physical servers with 32-bit operating systems and 

minimal resources compared to servers today. Now SQL Server runs mostly in virtual machines, and 

there are many ways to run SQL Server from containers to in the cloud that I couldn’t begin to imagine 

back then. 

Just as technology evolved, so did the responsibilities of database administrators as organizations found 

new and better ways to develop and deploy software. The Waterfall methodology of software 

development made way for Agile, which is more responsive to changing requirements and delivering 

results sooner. Nothing’s perfect, and eventually to solve problems with the Agile method, DevOps was 

born. DevOps doesn’t replace Agile, but it can improve its efficiency. 

But what is DevOps? My favorite definition is 

The union of people, process, and products to enable continuous delivery of value to our end 

users –Donovan Brown, Partner Program Manager, Azure Incubations at Microsoft 

I like this definition because people, processes, and products (tools) are all equally important. The end 

goal is to deliver value quickly to the customer, but it that also means the business will be more successful 

and competitive. The goal is accomplished by:  

• Removing technology silos. When each team is responsible for their own part and not the end 

goal, they might hoard knowledge that would be useful for the other teams and be more 

concerned with protecting their domain than making sure the customer gets value from the 

software. The use of cross-functional teams can improve communication and collaboration.  

• Measuring the right things. Measuring something easy to measure, like lines of code, doesn’t tell 

you anything. The 2021 Accelerate State of DevOps Report looks at four crucial metrics: 

deployment frequency, lead time for changes, time to restore service, change failure rate.  

T 
Kathi Kellenberger |      @auntkathi 
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• Automating everything. Experienced DBAs automate repetitive tasks to give them time for other 

responsibilities like performance tuning and important projects. DevOps takes automation to a 

whole new level, which might make DBAs who are not familiar with DevOps uncomfortable. 

DevOps means frequent, small deployments. According to Accelerate, the Elite DevOps 

performers make deployments multiple times per day instead of deploying large amounts of code 

infrequently. When developers commit code, an automated build process integrates (continuous 

integration) the code with that of other developers. Unit testing, quality assurance, and other 

checks are performed to find errors early in the pipeline, and only fully tested code makes it to 

production. Even the creation of the downstream environments for these stages is automated, 

including containerized database servers. 

• Making a broad cultural change. Changing the culture is probably the most challenging aspect of 

DevOps, because it requires a new way of thinking. The “blame game” culture prevalent in many 

IT shops discourages experimentation which stifles innovation. How different roles are 

compensated can also play a part. DBAs and other operations folks are incentivized to keep 

systems stable, which means resisting releases while developers are judged by release frequency 

and may care less about stability. All teams should share responsibility for stability and release 

tempo to meet the end goal.   

Deploying frequent application changes is straightforward because it means replacing files and settings 

that can be rolled back if necessary. Database changes, however, are much more complex because it’s not 

just replacing files. Care must be taken when deploying schema changes to avoid data loss. Fortunately, 

tools specifically for database DevOps are available that fully integrate with the tools used for application 

code to avoid the database becoming a bottleneck.  

The State of Database DevOps 2021 Report showed that there are challenges to bringing the database to 

DevOps. However, the organizations that do are seeing many benefits, including increasing the speed of 

delivery of database changes, freeing up developers’ time for more added value work, and minimizing 

application downtime. 

Since so much is automated, DBAs may be concerned that they won’t be needed in DevOps organizations, 

but database expertise is still needed. In addition to typical responsibilities such as HA/DR, performance, 

and security, the DBA’s role in DevOps is to: 

• Share best coding patterns for database changes 

• Create checklists to avoid hidden pitfalls in automated releases  

• Share expertise in automation for building and deploying database code  

• Create practices for compliant database DevOps  

When I’m asked what DBAs should be learning about now, I recommend: 

• Version control systems, for example, Git, GitHub, Azure DevOps 

• Scripting with Bash in addition to PowerShell because containerized SQL Server instances will run 

on Linux 

• Speaking of containers, learn about running SQL Server in Docker  

• Data masking, to protect sensitive data and comply with regulations like HIPAA and GDPR 

• Cloud databases such as Amazon Web Services RDS and Azure SQL Database 

Why DevOps is Important for DBAs (Page 2 of 3) 
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There are tons of white papers and reports about DevOps, but my favorite way to get started is reading 

The Phoenix Project by Kim, Behr, and Stafford. The Phoenix Project is an entertaining fictional book about 

a company with a big overbudget, overdue and critical project that fails miserably. It shows how building 

trust between teams and adopting the three ways of DevOps based on manufacturing principles: 

• Work must constantly flow from left to right in small batches without passing along defects. 

• Feedback must constantly flow from right to left at all stages so that development stops in case 

tests fail. 

• Creating a culture that encourages experimentation and taking risks to improve the system. 

DevOps brings a world of opportunity for database administrators. Even if you are not working for a 

DevOps organization today, you may be soon. 
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NOTE: This article is an extract from Microsoft Tech Community Blog. Author: Abhishek Narain (Technical 

Program Manager, Microsoft) 

e are happy to introduce a ‘Data Integration in a box’ solution to help you get started with 
real-world, scenario-driven data pipelines in just minutes. It does most of the heavy lifting 
required by creating different Azure resources deploying relevant Data Pipelines and data 

source connections so that you can quickly get the real-world data pipelines running in just minutes.  

Please refer to our GitHub page to get started with ‘Data Integration in a box’.  

What’s in the solution 
The Data Integration in a box solution extracts sales lead and activity from Dynamics 365 into Azure 
Synapse Analytics and Azure Cosmos DB using the Azure Data Factory pipeline. It also anonymizes/ 
masks sensitive data using Presidio APIs as part of the transformation task. It then uses visual Azure Data 
Factory Data flows to join the two entities and filters activities generated with leads from ones without 
leads for further analysis. Finally, it writes the two streams into standardized Common Data Model 
(CDM) format into the data lake for further consumption.   

Scenario – Monitor and analyze your Dynamics 365 sales leads and activities using Azure Data Factory 
and Azure Synapse analytics in just a few clicks. 

• Azure Synapse analytics is a limitless analytics service that combines data integration, enterprise 
data warehousing, and big data analytics. 

• Azure Data Factory is Azure’s cloud ETL service for scale-out serverless data integration and data 
transformation. It offers a code-free UI for intuitive authoring and single-pane-of-glass monitoring 
and management. 

• Azure Cosmos DB is the operational database used during ETL as the source. 

W 

Abhishek Narain |      @narainabhishek 
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• Azure Data Lake Gen2 is the data lake for staging and storing processed data. 
• Presidio is a data protection and anonymization library (an open-source project). It allows 

organizations to preserve privacy more simply by democratizing de-identification technologies 
and introducing transparency in decisions. It facilitates fully automated and semi-automated PII 
de-identification flows across multiple platforms. 

  

Note: The picture depicts the Azure resources, data flow, and pipelines that are 
auto-generated as part of the solution.  

This ‘Data integration in a box’ solution uses several essential tables for sales and user activities tracking 
from Dynamics 365 to gauge their sales pipeline health. It generates the respective tables, implies the 
schema, and creates separate tables with cleansed data in the data warehouse. 

The solution uses two different data sources: 

1. Dynamics 365 (activitypointer entity [schema], lead entity [schema]) 
2. NYC Taxi data from Microsoft Open Datasets 

S 

NOTE: This article is an extract from *Microsoft Tech Community Blog*. Author: Abhishek Narain 

(Technical Program Manager, Microsoft) 
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NOTE: This article is an extract from Microsoft Tech Community Blog. Author: Shreya R. Aithal (Product 

Manager, Microsoft) 

Recently, Kubernetes and containerized applications have been increasingly popular for their efficiency, 
scalability, and ease of deployment. Azure provides a fully managed Kubernetes service (Azure Kubernetes 
Service, or AKS) that helps you quickly and easily define, deploy, debug, and upgrade even the most 
complex containerized applications. 

If you want to use a MySQL database in your Azure Kubernetes application, there are three options: 

1. Use Azure Database for MySQL – Take advantage of this fully managed MySQL service on Azure. 
This option enhances developer productivity by reducing the operational overhead of managing 
the MySQL server. While Azure Database for MySQL is available in two deployment modes – 
Flexible Server and Single Server, it is recommended to choose Flexible Server deployment option 
for all new developments. 

2. Run it on Kubernetes – Provision a MySQL database in a container running on a Kubernetes pod. 
This option has the benefits that Kubernetes provides in terms of automation, but it demands 
developer efforts to keep the database running together. In addition, given the transient nature 
of Kubernetes pods, there is a higher likelihood of failovers and restarts which impacts application 
availability and business continuity. 

3. Use MySQL on Azure VM – Azure VMs are considered an infrastructure as a service offering This 
option requires that the user take responsibility for managing and maintaining the MySQL server. 

In this blog post, we’ll look more closely at the first option, discussing how you can deploy simple 
applications on AKS that integrate Azure Database for MySQL - Flexible Server on the backend in five 
simple and easy-to-follow steps! 

Shreya R. Aithal |      @shreyaaithal 
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1. Create a MySQL flexible server. 
2. Prepare your application. 
3. Create an Azure container registry and push the application to the registry as a Docker image. 
4. Create an AKS cluster. 
5. Deploy the application to the cluster and then test. 

Note: This blog post provides a brief summary of the process. For detailed tutorials with sample 
applications and commands, see the following articles: 

• Deploy Java Spring Boot Application on AKS cluster with MySQL - Flexible Server within a VNet 
• Deploy WordPress on AKS cluster with MySQL - Flexible Server 

Step #1: Create a MySQL flexible server 
First, create a MySQL flexible server with the desired configuration by using the Azure Portal, the Azure 
CLI, an ARM template, or other Azure tools. 

Along with choosing the right Compute, storage, backup, and high availability options, it’s important to 
decide the suitable networking option while creating the MySQL flexible server. Based on how you’d like 
AKS to reach the MySQL flexible server, you can choose either of the following options: 

• Public Access (allowed IP addresses) 
• Private Access (VNet integration) 

Unless your scenario involves only small projects or demos, it’s highly recommended to create your server 
with private access, which will help secure access to your server via VNet Integration. 

You can quickly create a flexible server in a VNet using the Azure CLI by running the following command: 

az mysql flexible-server create \ 
--name <server-name> \ 
--resource-group <resource-group-name> \ 
--location <azure-region> \ 
--admin-user <your-admin-username> \ 
--admin-password <your-admin-password> \ 
--vnet <vnet-name> \ 
--subnet <mysql-subnet-name> 

The subnet specified will be delegated for use only with your MySQL flexible server. Be sure that the 
subnet doesn’t include any other resources. 

Note: If you prefer to use public access networking instead, be sure that you’ve created firewall rules to 
allow either all Azure services or specific services, such as the AKS cluster. 

You can also create databases for your application by using the CLI command: az mysql flexible-server db 
create 

AKS + Azure Database for MySQL - Flexible Server: Deploy 

applications in 5 easy steps! (Page 2 of 5) 

 

https://docs.microsoft.com/azure/mysql/flexible-server/tutorial-deploy-springboot-on-aks-vnet
https://docs.microsoft.com/azure/mysql/flexible-server/tutorial-deploy-wordpress-on-aks
https://docs.microsoft.com/azure/mysql/flexible-server/quickstart-create-server-portal
https://docs.microsoft.com/azure/mysql/flexible-server/quickstart-create-server-cli
https://docs.microsoft.com/azure/mysql/flexible-server/quickstart-create-server-cli
https://docs.microsoft.com/azure/mysql/flexible-server/quickstart-create-arm-template
https://docs.microsoft.com/cli/azure/mysql/flexible-server/db?view=azure-cli-latest#az_mysql_flexible_server_db_create
https://docs.microsoft.com/cli/azure/mysql/flexible-server/db?view=azure-cli-latest#az_mysql_flexible_server_db_create


 

 Back to TOC | Page 36 
 

Step #2: Prepare your application 
Update your application code with the following changes: 

• To have the application use MySQL flexible server, modify the corresponding configuration file or 
application properties file to add code indicating the host server URL, database name, username, 
and password, which will be read from the environment variables (as defined in and passed down 
from the Kubernetes manifest file). 

• Create a DockerFile to build the application docker image. 

For reference on how to prepare your application code for AKS and MySQL Flexible Server, see “Code the 
application” sections in these tutorials: Java SpringBoot | WordPress . 

Step #3: Create an Azure container registry and push image to the registry 

You can either build and deploy the docker image to Docker hub or use Azure Container Registry, a private 
container registry that allows you to securely build and deploy your applications and custom code. 

To quickly create an Azure container registry, use the az acr create command, as shown below: 

az acr create --resource-group <resource-group-name> \ 
--location <azure-region> \ 
--name <registryname> \ 
--sku <Basic/Classic/Premium/Standard> 

Now, build the application image and push it to this registry using Docker CLI (docker build, docker tag, 
and docker push), ACR tasks, or developer tools such as the Maven Jib plugin for containerized Java 
applications. 

Step #4: Create an AKS cluster 
Next, create an AKS cluster in the VNet and attach the Azure container registry account to the cluster. 

Before you create an AKS cluster, you first need to create a subnet for the cluster within the same VNet 
as the MySQL flexible server. The next thing to consider is whether to use kubenet networking or Azure 
CNI networking for the cluster. Based on your application and infrastructure requirements, this 
comparison chart can help you decide. 

If you’re using Azure CNI, create the AKS cluster using the az aks create command, as shown below 

az aks create \ 
--resource-group <resource-group-name> \ 
--name <AKS-cluster-name> \ 
--network-plugin azure \ 
--service-cidr 10.0.0.0/16 \ 
--dns-service-ip 10.0.0.10 \ 
--docker-bridge-address 172.17.0.1/16 \ 
--vnet-subnet-id <AKS-subnet-ID> \ 
--attach-acr <registryname> \ 
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--dns-name-prefix <AKS-DNS-prefix> \ 
--generate-ssh-keys 
 

Step #5: Deploy the application to the cluster 
To deploy the application to the AKS cluster, you first need to create a Kubernetes manifest file that 
defines a desired state for the cluster, such as what container images to run. 

Key things to define in the Kubernetes manifest YAML file include: 

• Container image name: replace it with your own in the format [registryname].azurecr.io/[image-
name]:[tag] 

• Environment variables for MySQL flexible server host URL, database name, admin username and 
password. 

• A Service resource to access the application in the cluster. A service of the type “LoadBalancer” 
will create an external load balancer providing an externally accessible IP address to the 
application 

After the YAML file is ready, deploy it with kubectl apply or with the Kubernetes resource view via the 
Azure portal. 

You should now be able to launch the application by opening a web browser and navigating to the 
Kubernetes service’s external IP. 

Summary 
We hope this five-step guide simplifies the deployment process and helps you quickly get started with 
building your applications on AKS and Azure Database for MySQL – Flexible Server. 

If you’re a new developer or Azure user seeking a quick, affordable way to develop/deploy apps on Azure, 
create an Azure free account today. With an Azure free account, you can now try Azure Database for 
MySQL - Flexible Server for free for 12 months! 

 

NOTE: This article is an extract from *Microsoft Tech Community Blog*. Author: Shreya R. Aithal (Product 

Manager, Microsoft) 
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