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Here we are with the second edition of the DataPlatformGeeks 

Magazine (DPG). A massive shoutout to all the authors – Will 

McGrath (DIY AI: A Deep Look At Red Hat), Sudheesh 

Narayanaswamy (CDC In Azure Database For My SQL-Flexible Server 

Using Kafka, Debezium and Azure Event Hubs), Lewis Tang (What To 

Consider When Migrating Data Warehouse To Amazon Redshift) 

and Inbal Argov (Stay on The Top Of Database Threats With 

Microsoft Defender For Azure Cosmos DB).  

Overall, there is a lot of invaluable content. 

Apart from learning content, we strive hard to bring exciting news 

from the data world. In this edition, we provide an update on DB 

Engines rankings. 

Coming to the signature learning event, Data Platform Virtual 

Summit 2022 registrations are going on in full swing. DPS 2022 is a 

great opportunity for you to level up your skills on Azure Data, 

Analytics & AI. The event is free, anyone can join and learn. Go for 

it now. 

Make sure to give us your feedback so we can continue to provide 

quality content, well-curated to your interests. Write to us at 

Magazine@DataPlatformGeeks.com. If you are interested in writing 

an article for the magazine, do let us know. Write to us at 

Magazine@DataPlatformGeeks.com 

Help us spread the word. Ask your friends and colleagues to 

subscribe to the magazine. 

From all of us at DataPlatformGeeks, we wish you a pleasant read. 

Happy Learning. 
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DataPlatformGeeks Team 
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ost organizations would no doubt love to have an AI “easy button.” While no such thing exists, 

there is a self-service alternative that makes building an AI-as-a-Service platform a possibility - 

even for those without deep pockets. 

That option is called Red Hat OpenShift Data Science. Red Hat OpenShift Data Science is a centralized 

“hub” housing various open source tools for data management and analysis. Different groups within 

organizations, data engineers, data scientists, and DevOps teams, can use Red Hat OpenShift Data Science 

to build their own AI platforms and manage analytic and data science workloads. 

Let’s take a deeper look at the solution, including how it originated, how it works, who it helps, and what 

it could mean for the future of data analytics and AI/ML. 

A Blueprint of Common Open Source AI Components 
Red Hat OpenShift Data Science started life as an open source project called Open Data Hub. Open Data 

Hub was developed by software engineers for data scientists at Red Hat who were looking for a new way 

to access large data sets. These engineers wanted to use existing open source tools to enhance data 

sharing between DevOps and data scientists and more efficiently use compute resources, since data 

modeling of large workloads can be exceptionally resource-intensive. 

Over time the solution grew into a reference architecture for assembling more than 20 common open 

source components into an AI-as-a-Service platform, including JupyterHub, Apache Spark, sckit-learn, 

TensorFlow, Kubeflow, Prometheus, and more. Users could pick and choose the tools and components 

they needed for specific tasks, tie them together in ways that worked best for them, and operate them as 

they saw fit. For example, data scientists could install a component that met their specific needs—

JupyterHub, for example, or Apache Spark. Meanwhile, DevOps professionals could install tools that could 

help their development work, deploy ML workflows, and more. 

 

M 
Will McGrath |        @Will McGrath 
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https://www.redhat.com/en/technologies/cloud-computing/openshift/openshift-data-science
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An End-to-End AI/ML Platform 
In 2021, several components of Open Data Hub were chosen to create a supported cloud service called 

Red Hat OpenShift Data Science. This service was made available for the masses with a simple mandate: 

to use open source tools to provide an end-to-end AI/ML platform. While Red Hat only supports the Red 

Hat product components in the Open Data Hub architecture, Red Hat provides site reliability engineering 

(SRE) support for OpenShift Data Science along with the underlying OpenShift cloud service platform on 

which it is layered. 

Red Hat OpenShift Data Science provides DevOps teams, data scientists, and data engineers with access 

to a core set of tools like Jupyter notebooks, Pytorch, and TensorFlow and different commercial and open 

source tools to build their own AI platforms and train AI models. For example, DevOps professionals can 

select their own monitoring, model serving, or optimization tools or leverage an integrated technology 

partner like Seldon. Meanwhile, data engineers can choose from a variety of data management tools 

derived from different projects for their responsibilities, or use technology from a data grid partner like 

Starburst. And data scientists can work with various data analysis and model building and training and 

testing tools that can reduce the time needed to deploy models and gain insights. 

Improved Collaboration and Coordination Across Teams 
Typically, data management and DevOps teams work independently from each other. A company might 

have a set of data scientists and data engineers extracting insights and managing data sets, respectively. 

They might pass that information off to developers, who begin building intelligent applications that are 

then provided to corporate business units. Unfortunately, this step-by-step siloed process does not lend 

itself to simplicity and speed, especially when companies are dealing with highly complex and raw, 

unstructured data sets. 

Red Hat OpenShift Data Science provides a common platform upon which all teams can work. Whereas 

before, DevOps teams would have to wait for data scientists to complete their work and research, now, 

teams can work together and in sync with each other. They can more easily share data and use their 

respective tools to complete portions of their projects simultaneously. This can help expedite the 

collection and sharing of data and actionable insights and accelerate the application development 

process. 

The Future of Red Hat OpenShift Data Science 
Red Hat OpenShift Data Science is supported by the innovation of the open source community and 

continues to expand as new features and components are added. As it evolves, users should see a greater 

menu to choose from as they seek to begin or continue their forays into data science and AI. 

What’s best: they’ll be able to more easily gain valuable insights on their own terms, using the tools they 

want, when they need them. They’ll be able to experience the freedom of open source and the power of 

AI, all from a single central location. 
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About Will McGrath 

Will McGrath is a marketing manager for Red Hat’s Data Services business group 

where he directs marketing initiatives for current and future cloud data products 

and services, including Red Hat OpenShift Data Science Prior to Red Hat, Will 

worked at Quantum and HP for 12 years as Strategic Alliances Manager for Media 

& Entertainment technology partners. Will has over 30 years of experience in the 

IT industry. Will has a BS in Computer Science. He lives in New Hampshire in the 

United States. 

 

 

 

Non-Tech World of Will McGrath 

In his spare time, Will likes attending indie rock concerts.  

Want to write for the magazine? Comments? Feedback? Reach out to us at 

magazine@dataplatformgeeks.com 
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NOTE: This article is an extract from Microsoft Tech Community Blog. Author: Sudheesh Narayanaswamy 

(Senior Program Manager, Microsoft) 

 

hange Data Capture (CDC) is a technique you can use to track row-level changes in database tables 
in response to create, update, and delete operations. Debezium is a distributed platform that 
builds on top of CDC features available in different databases (for example, binlog replication with 
MySQL). Debezium provides a set of Kafka Connect connectors that tap into row-level changes in 

database table(s), convert those changes into event streams, and then send those streams to Apache 
Kafka. 
 Most commonly, Debezium is deployed by using Apache Kafka Connect. Kafka Connect is a framework 
and runtime for implementing and operating: 

• Source connectors such as Debezium that send records into Kafka. 
• Sink connectors that propagate records from Kafka topics to other systems. 

This tutorial walks you through setting up a CDC-based system on Azure by using Azure Event Hubs (for 
Kafka), Azure Database for MySQL- Flexible Server, and Debezium. In this case, the Debezium MySQL 
connector will stream database modifications from MySQL to Kafka topics in Azure Event Hubs. 
 The architecture of a CDC pipeline based on Debezium, Apache Kafka, and Azure Event Hubs is shown in 
the following diagram:   

 

C 

Sudheesh Narayanaswamy |       @sn_sudheesh 
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https://debezium.io/
https://dev.mysql.com/doc/refman/5.7/en/binlog-replication-configuration-overview.html
https://dev.mysql.com/doc/refman/5.7/en/binlog-replication-configuration-overview.html
https://debezium.io/documentation/reference/1.2/connectors/index.html
https://kafka.apache.org/
https://kafka.apache.org/
https://kafka.apache.org/documentation/#connect
https://docs.microsoft.com/en-us/azure/event-hubs/event-hubs-about?WT.mc_id=devto-blog-abhishgu
https://docs.microsoft.com/en-us/azure/mysql/flexible-server/overview
https://debezium.io/documentation/reference/1.2/connectors/mysql.html
https://debezium.io/documentation/reference/1.2/connectors/mysql.html
https://twitter.com/sn_sudheesh
https://twitter.com/sn_sudheesh
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In this post, you’ll learn how to: 

• Configure and run Kafka Connect with a Debezium MySQL connector. 

o Install the Debezium connector. 
o Configure Kafka Connect for Event Hubs. 
o Start a Kafka Connect cluster with the Debezium connector. 

• Test CDC. 
• (Optional) Install the FileStreamSink connector. 

Prerequisites 
Before you begin completing the process outlined in this post, ensure that you have: 

• Created an Azure VM running Linux (preferably Ubuntu 20.4) by using the Azure portal. 
• Installed Kafka (version 1.1.1, Scala version 2.11), available from kafka.apache.org, or your Azure 

VM running Linux. For more information, see How to install Kafka on Linux Machine. 
• Created an Instance of Azure Database for MySQL - Flexible Server. 
• Read through the Event Hubs for Apache Kafka introduction article. 
• Create an Event Hubs namespace. An Event Hubs namespace is required to send and receive from 

any Event Hubs service. See Creating an event hub for instructions on creating a namespace and 
an event hub. Record the Event Hubs connection string and fully qualified domain name (FQDN) 
for later use. For instructions, see Get an Event Hubs connection string. 

• Install kafkacat (version later than 1.4) from the GitHub repository here. 

Configure and run Kafka Connect with the Debezium MySQL connector 
This section covers the following topics: 

• Installing the Debezium MySQL connector 
• Configuring Kafka Connect for Event Hubs 
• Starting a Kafka Connect cluster with the Debezium connector 

Install the Debezium MySQL connector 

1. To download the Debezium mysql connector from the 
archive https://repo1.maven.org/maven2/io/debezium/debezium-connector-
mysql/1.6.2.Final/debezium-connector-m..., run the following command: 

curl https://repo1.maven.org/maven2/io/debezium/debezium-connector-
mysql/1.6.2.Final/debezium-connector-mysql-1.6.2.Final-plugin.tar.gz --
output debezium-connector-mysql.tar.gz 

2. To extract the tar file contents, run the following command: 
 
tar -xvzf debezium-connector-mysql.tar.gz 
 
You should now see a new folder named debezium-connector-mysql. 

CDC in Azure Database for MySQL (Page 2 of 11) 

https://docs.microsoft.com/azure/virtual-machines/linux/quick-create-portal
https://kafka.apache.org/downloads#1.1.1
https://www.digitalocean.com/community/tutorials/how-to-install-apache-kafka-on-ubuntu-20-04
https://docs.microsoft.com/azure/mysql/flexible-server/quickstart-create-server-portal
https://docs.microsoft.com/en-us/azure/event-hubs/event-hubs-for-kafka-ecosystem-overview
https://docs.microsoft.com/en-us/azure/event-hubs/event-hubs-create
https://docs.microsoft.com/en-us/azure/event-hubs/event-hubs-get-connection-string
https://github.com/edenhill/kafkacat
https://repo1.maven.org/maven2/io/debezium/debezium-connector-mysql/1.6.2.Final/debezium-connector-mysql-1.6.2.Final-plugin.tar.gz
https://repo1.maven.org/maven2/io/debezium/debezium-connector-mysql/1.6.2.Final/debezium-connector-mysql-1.6.2.Final-plugin.tar.gz
https://repo1.maven.org/maven2/io/debezium/debezium-connector-mysql/1.6.2.Final/debezium-connector-mysql-1.6.2.Final-plugin.tar.gz%20--output%20debezium-connector-mysql.tar.gz
https://repo1.maven.org/maven2/io/debezium/debezium-connector-mysql/1.6.2.Final/debezium-connector-mysql-1.6.2.Final-plugin.tar.gz%20--output%20debezium-connector-mysql.tar.gz
https://repo1.maven.org/maven2/io/debezium/debezium-connector-mysql/1.6.2.Final/debezium-connector-mysql-1.6.2.Final-plugin.tar.gz%20--output%20debezium-connector-mysql.tar.gz
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3. To copy the connector JAR files to your Kafka installation, run the following command: 

export KAFKA_HOME=[path to kafka installation e.g./home/kafka/kafka] 

cp debezium-connector-mysql/*.jar $KAFKA_HOME/libs 

Note : To confirm that the binaries have been copied, run the following command: 

ls -lrt $KAFKA_HOME/libs | grep mysql 

 

Note: For more information on how to install and latest builds, see the Debezium documentation. 

Configure Kafka Connect for Event Hubs 
When redirecting Kafka Connect throughput from Kafka to Event Hubs, some minimal reconfiguration is 
necessary. The following sample configuration file, contains detail that shows how to configure the Kafka 
endpoint on Event Hubs. 

bootstrap.servers={YOUR.EVENTHUBS.FQDN}:9093 

group.id=connect-cluster-group 

# connect internal topic names, auto-created if not exists 

config.storage.topic=dbz-mysql-cdc-connect-cluster-configs 

offset.storage.topic=dbz-mysql-cdc-connect-cluster-offsets 

status.storage.topic=dbz-mysql-cdc-connect-cluster-status 

# internal topic replication factors - auto 3x replication in Azure 
Storage 

config.storage.replication.factor=1 

offset.storage.replication.factor=1 

status.storage.replication.factor=1 

rest.advertised.host.name=connect 

offset.flush.interval.ms=10000 

key.converter=org.apache.kafka.connect.json.JsonConverter 

CDC in Azure Database for MySQL (Page 3 of 11) 

https://debezium.io/documentation/reference/1.2/connectors/postgresql.html#postgresql-deploying-a-connector


 

 Back to TOC | Page 11 
 

value.converter=org.apache.kafka.connect.json.JsonConverter 

internal.key.converter=org.apache.kafka.connect.json.JsonConverter 

internal.value.converter=org.apache.kafka.connect.json.JsonConverter 

internal.key.converter.schemas.enable=false 

internal.value.converter.schemas.enable=false 

# required EH Kafka security settings 

security.protocol=SASL_SSL 

sasl.mechanism=PLAIN 

sasl.jaas.config=org.apache.kafka.common.security.plain.PlainLoginModul
e required username="$ConnectionString" 
password="{YOUR.EVENTHUBS.CONNECTION.STRING}"; 

producer.security.protocol=SASL_SSL 

producer.sasl.mechanism=PLAIN 

producer.sasl.jaas.config=org.apache.kafka.common.security.plain.PlainL
oginModule required username="$ConnectionString" 
password="{YOUR.EVENTHUBS.CONNECTION.STRING}"; 

consumer.security.protocol=SASL_SSL 

consumer.sasl.mechanism=PLAIN 

consumer.sasl.jaas.config=org.apache.kafka.common.security.plain.PlainL
oginModule required username="$ConnectionString" 
password="{YOUR.EVENTHUBS.CONNECTION.STRING}"; 

plugin.path={KAFKA.DIRECTORY}/libs 

 

1.Edit the configuration file and replace the details below to match your setup. 

• {YOUR.EVENTHUBS.FQDN}:9093 with FQDN of your eventhub # e.g. 
namespace.servicebus.windows.net:9093 

• {YOUR.EVENTHUBS.CONNECTION.STRING} with the connection string for your Event Hubs 
namespace. For instructions on getting the connection string, see Get an Event Hubs connection 
string. Here's an example configuration: 
sasl.jaas.config=org.apache.kafka.common.security.plain.PlainLoginModule required 

CDC in Azure Database for MySQL (Page 4 of 11) 

https://docs.microsoft.com/en-us/azure/event-hubs/event-hubs-get-connection-string
https://docs.microsoft.com/en-us/azure/event-hubs/event-hubs-get-connection-string
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username="$ConnectionString" 
password="Endpoint=sb://mynamespace.servicebus.windows.net/;SharedAccessKeyName=Roo
tManageSharedAccessKey;SharedAccessKey=XXXXXXXXXXXXXXXX"; 

• {KAFKA.DIRECTORY} # path to the libs directory within the Kafka release ($KAFKA_HOME/libs) 

2. After you replace the values, save the updated connect-distributed.properties configuration file. 

 
Start Kafka Connect cluster with Debezium MySQL connector 

1. Navigate to the location of the Kafka release on your computer. 
2. To start Kafka Connect, run the following command:  

./bin/connect-distributed.sh /PATH/TO/connect-distributed.properties 

Kafka Connect uses the Kafka AdminClient API to automatically create topics with recommended 
configurations, including compaction. After the connector has started, a quick check of the Event Hub 
namespace in the Azure portal helps to confirm that the Connect worker's internal topics have been 
created automatically. Kafka Connect internal topics must use compaction. 
  

3. In the Azure Portal, navigate to Event Hub Namespace --> Event Hubs. 
  
You should see internal topic names that we mentioned in connect-distributed.properties configuration 
file have been auto-created. 
 

 
 
Configure and start the Debezium MySQL source connector 

 
1. Create a configuration file named mysql-source-connector.json for the MySQL source 

connector, and include the following contents: 

2. Edit the mysql-source-connector.json configuration file and replace the details below to match 
your setup. 
  

• {SERVER-NAME}: Replace with the name of the Azure Database for MySQL instance 
• {USER-NAME}: Replace with the user name for the database 

CDC in Azure Database for MySQL (Page 5 of 11) 
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• {PASSWORD}: Replace with the password for the specified database user account. 

Note: For more details on the see Debezium Connector for MySQL. 
  
After you replace the values, save the updated mysql-source-connector.json configuration file. 
  

3. To create an instance of the connector, use the Kafka Connect REST API endpoint by running 
the following command: 

 
curl -X POST -H "Content-Type: application/json" --data @mysql-source- 
connector.json http://localhost:8083/connectors 
 
4. To check the status of the connector, run the following command: 
 

   curl -s http://localhost:8083/connectors/classicmodel-connector/status 
 

 
 

Note that a new topic ID has been created, as shown below: 

 

Test change data capture 
To see CDC in action, you’ll need to create/update/delete records in the Azure Database for MySQL 
database. 

1. Connect to your Azure Database for MySQL database by running the following command: 

mysql -h {SERVER-NAME}.mysql.database.azure.com -u mysqladmin –p 

2. Create a table and insert records by running the following command: 

CREATE TABLE todos (id SERIAL, description VARCHAR(50), todo_status 
VARCHAR(12), PRIMARY KEY(id)); 

INSERT INTO todos (description, todo_status) VALUES ('setup mysql on 
azure', 'complete'); 

CDC in Azure Database for MySQL (Page 6 of 11) 

https://debezium.io/documentation/reference/1.2/connectors/mysql.html#configure-the-mysql-connector_debezium
http://localhost:8083/connectors
http://localhost:8083/connectors/classicmodel-connector/status
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INSERT INTO todos (description, todo_status) VALUES ('setup kafka 
connect', 'complete'); 

INSERT INTO todos (description, todo_status) VALUES ('configure and 
install connector', 'in-progress'); 

INSERT INTO todos (description, todo_status) VALUES ('start connector', 
'pending'); 

If you navigate to the Event Hub, you should see counts of requests and messages getting updated to the 
Event Hub. 

 

We can now look at the contents of the topic to make sure everything is working as expected. The below 
example uses kafkacat, but you can also create a consumer using any of the options listed in the 
article Apache Kafka developer guide for Azure Event Hubs. 

For the purposes of this blog post, we’re using version 1.5, which you can check by running the command: 

kafkacat -V 

       1. Create a file named kafkacat.conf with the following contents: 

metadata.broker.list={YOUR.EVENTHUBS.FQDN}:9093 

security.protocol=SASL_SSL 

sasl.mechanisms=PLAIN 

sasl.username=$ConnectionString 

sasl.password={YOUR.EVENTHUBS.CONNECTION.STRING} 

CDC in Azure Database for MySQL (Page 7 of 11) 

https://github.com/Azure/azure-event-hubs-for-kafka/tree/master/quickstart/kafkacat
https://docs.microsoft.com/azure/event-hubs/apache-kafka-developer-guide
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       2. Edit the kafkacat.conf file and replace the details below to match your setup. 

• {YOUR.EVENTHUBS.FQDN}:9093 – Replace with the FQDN of your eventhub #, for example 
namespace.servicebus.windows.net:9093 

• {YOUR.EVENTHUBS.CONNECTION.STRING} – Replace with the connection string for your Event 
Hubs namespace. 

For instructions on getting the connection string, see Get an Event Hubs connection string. 
  
Here's an example configuration: 
  
sasl.password=Endpoint=sb://mynamespace.servicebus.windows.net/;SharedAccessKeyName=
RootManageSharedAccessKey;SharedAccessKey=XXXXXXXXXXXXXXXX 

       5. After you replace the values, save the updated kafkacat.conf file. 

       6. In a different terminal, to start a session for the Kafka connect, run the following commands: 

export KAFKACAT_CONFIG=kafkacat.conf 

export BROKER={YOUR.EVENTHUBS.FQDN}:9093 

export TOPIC=mysql-connector-demo.classicmodels.todoskafkacat -b 
$BROKER -t $TOPIC -o beginning 

       7. Insert/update/delete database records, and monitor the records. 

You should see the JSON payloads representing the change data events generated in response to the rows 
you had just added to the todos table.  For example, INSERT INTO todos (description, todo_status) VALUES 
('to check from kafkacat', 'complete'); 

Here’s a snippet of the payload: 

{ 

     "payload":{ 

        "before":null, 

        "after":{ 

         "id":104, 

         "description":"to check from kafkacat", 

         "todo_status":"complete" 

CDC in Azure Database for MySQL (Page 8 of 11) 

https://docs.microsoft.com/en-us/azure/event-hubs/event-hubs-get-connection-string
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      }, 

      "source":{ 

          "version":"1.6.2.Final", 

          "connector":"mysql", 

          "name":"mysql-connector-demo", 

          "ts_ms":1631598198000, 

          "snapshot":"false", 

          "db":"classicmodels", 

          "sequence":null, 

          "table":"todos", 

          "server_id":3237408199, 

"gtid":"d5978bbf-bf8f-11eb-9c11-000d3a1e8e2e:347", 

          "file":"mysql-bin.000053", 

          "pos":51636, 

         "row":0, 

          "thread":null, 

          "query":null 

      }, 

      "op":"c", 

      "ts_ms":1631598198431, 

      "transaction":null 

    } 

} 

 

CDC in Azure Database for MySQL (Page 9 of 11) 
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Install FileStreamSink connector (optional) 
Now that all the todos table changes are being captured in the Event Hubs topic, we’ll  use the 
FileStreamSink connector (available by default in Kafka Connect) to consume these events. 
       1.Create a configuration file (file-sink-connector.json) for the connector, which contains the following 
content: 

 { 

      "name": "cdc-file-sink", 

      "config": { 

"connector.class": 
"org.apache.kafka.connect.file.FileStreamSinkConnector", 

       "tasks.max": "1", 

       "topics": "mysql-connector-demo.classicmodels.todos", 

      "file": "./todos-cdc.txt>"} 

} 
 
        2.Replace the file attribute based on your file system, and then save the file. 
 
       3.To create the connector and check its status, run the following command: 
  

curl -X POST -H "Content-Type: application/json" --data @file-sink-
connector.json http://localhost:8083/connectors 

       4. To check the status, run the following command: 

 curl http://localhost:8083/connectors/cdc-file-sink/status 

       5. Insert/update/delete database records, and monitor the records in the configured output sink file   
by running the following command: 

tail -f ./todos-cdc.txt 

Note: This approach also works with Azure Database for MySQL - Single Server. 

Conclusion 
This concludes my guidance on setting up a CDC-based system on Azure by using Azure Event Hubs (for 
Kafka), Azure Database for MySQL- Flexible Server, and Debezium. 
  
CDC captures incremental changes in the original database so that they can be propagated to other 
databases or applications in near real-time. Though for demonstration purposes I have used managed 
Azure services, these instructions should work for any other setup, for example a local Kafka cluster and 
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MYSQL instance. After change event records are in Apache Kafka, different connectors in the Kafka 
Connect ecosystem can stream the records to other systems and databases such as Elasticsearch, data 
warehouses, and analytics systems, as well as caches such as Infinispan. 
  
Supportability of the solution 
Use of the Apache Kafka Connect framework as well as the Debezium platform and its connectors are not 
eligible for product support through Microsoft. 
  
Many Apache Kafka Connect scenarios will be functional, but the conceptual differences between Apache 
Kafka's and Azure Event Hubs' retention models may result in certain configurations that do not work as 
expected. 

 

NOTE: This article is an extract from Microsoft Tech Community Blog. Author: Sudheesh Narayanaswamy 

(Senior Program Manager, Microsoft) 
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NOTE: This article is an extract from AWS Big Data Blog. Author: Lewis Tang (Senior Solutions Architect at 

Amazon Web Services) 

 

ustomers are migrating data warehouses to Amazon Redshift because it’s fast, scalable, and cost-
effective. However, data warehouse migration projects can be complex and challenging. In this 
post, I help you understand the common drivers of data warehouse migration, migration strategies, 

and what tools and services are available to assist with your migration project. 

Let’s first discuss the big data landscape, the meaning of a modern data architecture, and what you need 
to consider for your data warehouse migration project when building a modern data architecture. 

Business opportunities 
Data is changing the way we work, live, and play. All of this behavior change and the movement to the 
cloud has resulted in a data explosion over the past 20 years. The proliferation of Internet of Things and 
smart phones have accelerated the amount of the data that is generated every day. Business models have 
shifted, and so have the needs of the people running these businesses. We have moved from talking about 
terabytes of data just a few years ago to now petabytes and exabytes of data. By putting data to work 
efficiently and building deep business insights from the data collected, businesses in different industries 
and of various sizes can achieve a wide range of business outcomes. These can be broadly categorized 
into the following core business outcomes: 

• Improving operational efficiency – By making sense of the data collected from various operational 
processes, businesses can improve customer experience, increase production efficiency, and 
increase sales and marketing agility 

• Making more informed decisions – Through developing more meaningful insights by bringing 
together full picture of data across an organization, businesses can make more informed decisions 
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• Accelerating innovation – Combining internal and external data sources enable a variety of AI and 
machine learning (ML) use cases that help businesses automate processes and unlock business 
opportunities that were either impossible to do or too difficult to do before 

Business challenges 
Exponential data growth has also presented business challenges. 

First of all, businesses need to access all data across the organization, and data may be distributed in silos. 
It comes from a variety of sources, in a wide range of data types and in large volume and velocity. Some 
data may be stored as structured data in relational databases. Other data may be stored as semi-
structured data in object stores, such as media files and the clickstream data that is constantly streaming 
from mobile devices. 

Secondly, to build insights from data, businesses need to dive deep into the data by conducting analytics. 
These analytics activities generally involve dozens and hundreds of data analysts who need to access the 
system simultaneously. Having a performant system that is scalable to meet the query demand is often a 
challenge. It gets more complex when businesses need to share the analyzed data with their customers. 

Last but not least, businesses need a cost-effective solution to address data silos, performance, scalability, 
security, and compliance challenges. Being able to visualize and predict cost is necessary for a business to 
measure the cost-effectiveness of its solution. 

To solve these challenges, businesses need a future proof modern data architecture and a robust, efficient 
analytics system. 

Modern data architecture 
A modern data architecture enables organizations to store any amount of data in open formats, break 
down disconnected data silos, empower users to run analytics or ML using their preferred tool or 
technique, and manage who has access to specific pieces of data with the proper security and data 
governance controls. 

The AWS data lake architecture is a modern data architecture that enables you to store data in a data lake 
and use a ring of purpose-built data services around the lake, as shown in the following figure. This allows 
you to make decisions with speed and agility, at scale, and cost-effectively. For more details, refer 
to Modern Data Architecture on AWS. 
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Modern data warehouse 
Amazon Redshift is a fully managed, scalable, modern data warehouse that accelerates time to insights 

with fast, easy, and secure analytics at scale. With Amazon Redshift, you can analyze all your data and get 

performance at any scale with low and predictable costs. 

 

Amazon Redshift offers the following benefits: 

• Analyze all your data – With Amazon Redshift, you can easily analyze all your data across your 
data warehouse and data lake with consistent security and governance policies. We call this the 
modern data architecture. With Amazon Redshift Spectrum, you can query data in your data lake 
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with no need for loading or other data preparation. And with data lake export, you can save the 
results of an Amazon Redshift query back into the lake. This means you can take advantage of 
real-time analytics and ML/AI use cases without re-architecture, because Amazon Redshift is fully 
integrated with your data lake. With new capabilities like data sharing, you can easily share data 
across Amazon Redshift clusters both internally and externally, so everyone has a live and 
consistent view of the data. Amazon Redshift ML makes it easy to do more with your data—you 
can create, train, and deploy ML models using familiar SQL commands directly in Amazon Redshift 
data warehouses. 

• Fast performance at any scale – Amazon Redshift is a self-tuning and self-learning system that 
allows you to get the best performance for your workloads without the undifferentiated heavy 
lifting of tuning your data warehouse with tasks such as defining sort keys and distribution keys, 
and new capabilities like materialized views, auto-refresh, and auto-query rewrite. Amazon 
Redshift scales to deliver consistently fast results from gigabytes to petabytes of data, and from a 
few users to thousands. As your user base scales to thousands of concurrent users, 
the concurrency scaling capability automatically deploys the necessary compute resources to 
manage the additional load. Amazon Redshift RA3 instances with managed storage separate 
compute and storage, so you can scale each independently and only pay for the storage you 
need. AQUA (Advanced Query Accelerator) for Amazon Redshift is a new distributed and 
hardware-accelerated cache that automatically boosts certain types of queries. 

• Easy analytics for everyone – Amazon Redshift is a fully managed data warehouse that abstracts 
away the burden of detailed infrastructure management or performance optimization. You can 
focus on getting to insights, rather than performing maintenance tasks like provisioning 
infrastructure, creating backups, setting up the layout of data, and other tasks. You can operate 
data in open formats, use familiar SQL commands, and take advantage of query visualizations 
available through the new Query Editor v2. You can also access data from any application through 
a secure data API without configuring software drivers, managing database connections. Amazon 
Redshift is compatible with business intelligence (BI) tools, opening up the power and integration 
of Amazon Redshift to business users who operate from within the BI tool. 

A modern data architecture with a data lake architecture and modern data warehouse with Amazon 
Redshift helps businesses in all different sizes address big data challenges, make sense of a large amount 
of data, and drive business outcomes. You can start the journey of building a modern data architecture 
by migrating your data warehouse to Amazon Redshift. 

Migration considerations 
Data warehouse migration presents a challenge in terms of project complexity and poses a risk in terms 
of resources, time, and cost. To reduce the complexity of data warehouse migration, it’s essential to 
choose a right migration strategy based on your existing data warehouse landscape and the amount of 
transformation required to migrate to Amazon Redshift. The following are the key factors that can 
influence your migration strategy decision: 

• Size – The total size of the source data warehouse to be migrated is determined by the objects, 
tables, and databases that are included in the migration. A good understanding of the data 
sources and data domains required for moving to Amazon Redshift leads to an optimal sizing of 
the migration project. 

• Data transfer – Data warehouse migration involves data transfer between the source data 
warehouse servers and AWS. You can either transfer data over a network interconnection 
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between the source location and AWS such as AWS Direct Connect or transfer data offline via the 
tools or services such as the AWS Snow Family. 

• Data change rate – How often do data updates or changes occur in your data warehouse? Your 
existing data warehouse data change rate determines the update intervals required to keep the 
source data warehouse and the target Amazon Redshift in sync. A source data warehouse with a 
high data change rate requires the service switching from the source to Amazon Redshift to 
complete within an update interval, which leads to a shorter migration cutover window. 

• Data transformation – Moving your existing data warehouse to Amazon Redshift is a 
heterogenous migration involving data transformation such as data mapping and schema change. 
The complexity of data transformation determines the processing time required for an iteration 
of migration. 

• Migration and ETL tools – The selection of migration and extract, transform, and load (ETL) tools 
can impact the migration project. For example, the efforts required for deployment and setup of 
these tools can vary. We look closer at AWS tools and services shortly. 

After you have factored in all these considerations, you can pick a migration strategy option for your 
Amazon Redshift migration project. 

Migration strategies 
You can choose from three migration strategies: one-step migration, two-step migration, or wave-based 
migration. 

One-step migration is a good option for databases that don’t require continuous operation such as 
continuous replication to keep ongoing data changes in sync between the source and destination. You can 
extract existing databases as comma separated value (CSV) files, or columnar format like Parquet, then 
use AWS Snow Family services such as AWS Snowball to deliver datasets to Amazon Simple Storage 
Service (Amazon S3) for loading into Amazon Redshift. You then test the destination Amazon Redshift 
database for data consistency with the source. After all validations have passed, the database is switched 
over to AWS. 

Two-step migration is commonly used for databases of any size that require continuous operation, such 
as the continuous replication. During the migration, the source databases have ongoing data changes, and 
continuous replication keeps data changes in sync between the source and Amazon Redshift. The 
breakdown of the two-step migration strategy is as follows: 

• Initial data migration – The data is extracted from the source database, preferably during non-
peak usage to minimize the impact. The data is then migrated to Amazon Redshift by following 
the one-step migration approach described previously. 

• Changed data migration – Data that changed in the source database after the initial data 
migration is propagated to the destination before switchover. This step synchronizes the source 
and destination databases. After all the changed data is migrated, you can validate the data in the 
destination database and perform necessary tests. If all tests are passed, you then switch over to 
the Amazon Redshift data warehouse. 

Wave-based migration is suitable for large-scale data warehouse migration projects. The principle of 
wave-based migration is taking precautions to divide a complex migration project into multiple logical and 
systematic waves. This strategy can significantly reduce the complexity and risk. You start from a workload 
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that covers a good number of data sources and subject areas with medium complexity, then add more 
data sources and subject areas in each subsequent wave. With this strategy, you run both the source data 
warehouse and Amazon Redshift production environments in parallel for a certain amount of time before 
you can fully retire the source data warehouse. See Develop an application migration methodology to 
modernize your data warehouse with Amazon Redshift for details on how to identify and group data 
sources and analytics applications to migrate from the source data warehouse to Amazon Redshift using 
the wave-based migration approach. 

To guide your migration strategy decision, refer to the following table to map the consideration factors 
with a preferred migration strategy. 

 One-Step 
Migration 

Two-Step 
Migration 

Wave-Based 
Migration 

The number of subject areas in migration 
scope 

Small Medium to Large Medium to 
Large 

Data transfer volume Small to Large Small to Large Small to Large 

Data change rate during migration None Minimal to 
Frequent 

Minimal to 
Frequent 

Data transformation complexity Any Any Any 

Migration change window for switching from 
source to target 

Hours Seconds Seconds 

Migration project duration Weeks Weeks to 
Months 

Months 

 
Migration process 
In this section, we review the three high-level steps of the migration process. The two-step migration 
strategy and wave-based migration strategy involve all three migration steps. However, the wave-based 
migration strategy includes a number of iterations. Because only databases that don’t require continuous 
operations are good fits for one-step migration, only Steps 1 and 2 in the migration process are required. 

Step 1: Convert schema and subject area 

In this step, you make the source data warehouse schema compatible with the Amazon Redshift schema 
by converting the source data warehouse schema using schema conversion tools such as AWS Schema 
Conversion Tool (AWS SCT) and the other tools from AWS partners. In some situations, you may also be 
required to use custom code to conduct complex schema conversions. We dive deeper into AWS SCT and 
migration best practices in a later section. 
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Step 2: Initial data extraction and load 

In this step, you complete the initial data extraction and load the source data into Amazon Redshift for 
the first time. You can use AWS SCT data extractors to extract data from the source data warehouse and 
load data to Amazon S3 if your data size and data transfer requirements allow you to transfer data over 
the interconnected network. Alternatively, if there are limitations such as network capacity limit, you can 
load data to Snowball and from there data gets loaded to Amazon S3. When the data in the source data 
warehouse is available on Amazon S3, it’s loaded to Amazon Redshift. In situations when the source data 
warehouse native tools do a better data unload and load job than AWS SCT data extractors, you may 
choose to use the native tools to complete this step. 

 

Step 3: Delta and incremental load 

In this step, you complete the initial data extraction and load the source data into Amazon Redshift for 

the first time. You can use AWS SCT data extractors to extract data from the source data warehouse and 

load data to Amazon S3 if your data size and data transfer requirements allow you to transfer data over 

the interconnected network. Alternatively, if there are limitations such as network capacity limit, you can 

load data to Snowball and from there data gets loaded to Amazon S3. When the data in the source data 

warehouse is available on Amazon S3, it’s loaded to Amazon Redshift. In situations when the source data 

warehouse native tools do a better data unload and load job than AWS SCT data extractors, you may 

choose to use the native tools to complete this step 
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You should now have enough information to start developing a migration plan for your data warehouse. 
In the following section, I dive deeper into the AWS services that can help you migrate your data 
warehouse to Amazon Redshift, and the best practices of using these services to accelerate a successful 
delivery of your data warehouse migration project. 

Data warehouse migration services 
Data warehouse migration involves a set of services and tools to support the migration process. You begin 
with creating a database migration assessment report and then converting the source data schema to be 
compatible with Amazon Redshift by using AWS SCT. To move data, you can use the AWS SCT data 
extraction tool, which has integration with AWS Data Migration Service (AWS DMS) to create and manage 
AWS DMS tasks and orchestrate data migration. 

To transfer source data over the interconnected network between the source and AWS, you can use AWS 
Storage Gateway, Amazon Kinesis Data Firehose, Direct Connect, AWS Transfer Family services, Amazon 
S3 Transfer Acceleration, and AWS DataSync. For data warehouse migration involving a large volume of 
data, or if there are constraints with the interconnected network capacity, you can transfer data using the 
AWS Snow Family of services. With this approach, you can copy the data to the device, send it back to 
AWS, and have the data copied to Amazon Redshift via Amazon S3. 

AWS SCT is an essential service to accelerate your data warehouse migration to Amazon Redshift. Let’s 
dive deeper into it. 

Migrating using AWS SCT 
AWS SCT automates much of the process of converting your data warehouse schema to an Amazon 
Redshift database schema. Because the source and target database engines can have many different 
features and capabilities, AWS SCT attempts to create an equivalent schema in your target database 
wherever possible. If no direct conversion is possible, AWS SCT creates a database migration assessment 
report to help you convert your schema. The database migration assessment report provides important 
information about the conversion of the schema from your source database to your target database. The 
report summarizes all the schema conversion tasks and details the action items for schema objects that 
can’t be converted to the DB engine of your target database. The report also includes estimates of the 
amount of effort that it will take to write the equivalent code in your target database that can’t be 
converted automatically. 
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Storage optimization is the heart of a data warehouse conversion. When using your Amazon Redshift 
database as a source and a test Amazon Redshift database as the target, AWS SCT recommends sort 

keys and distribution keys to optimize your database. 

With AWS SCT, you can convert the following data warehouse schemas to Amazon Redshift: 

• Amazon Redshift 
• Azure Synapse Analytics (version 10) 
• Greenplum Database (version 4.3 and later) 
• Microsoft SQL Server (version 2008 and later) 
• Netezza (version 7.0.3 and later) 
• Oracle (version 10.2 and later) 
• Snowflake (version 3) 
• Teradata (version 13 and later) 
• Vertica (version 7.2 and later) 

At AWS, we continue to release new features and enhancements to improve our product. For the latest 
supported conversions, visit the AWS SCT User Guide. 

Migrating data using AWS SCT data extraction tool 
You can use an AWS SCT data extraction tool to extract data from your on-premises data warehouse and 
migrate it to Amazon Redshift. The agent extracts your data and uploads the data to either Amazon S3 or, 
for large-scale migrations, an AWS Snowball Family service. You can then use AWS SCT to copy the data 
to Amazon Redshift. Amazon S3 is a storage and retrieval service. To store an object in Amazon S3, you 
upload the file you want to store to an S3 bucket. When you upload a file, you can set permissions on the 
object and also on any metadata. 

In large-scale migrations involving data upload to a AWS Snowball Family service, you can use wizard-
based workflows in AWS SCT to automate the process in which the data extraction tool orchestrates AWS 
DMS to perform the actual migration. 

Considerations for Amazon Redshift migration tools 
To improve and accelerate data warehouse migration to Amazon Redshift, consider the following tips and 
best practices. Tthis list is not exhaustive. Make sure you have a good understanding of your data 
warehouse profile and determine which best practices you can use for your migration project. 

• Use AWS SCT to create a migration assessment report and scope migration effort. 
• Automate migration with AWS SCT where possible. The experience from our customers shows 

that AWS SCT can automatically create the majority of DDL and SQL scripts. 
• When automated schema conversion is not possible, use custom scripting for the code 

conversion. 
• Install AWS SCT data extractor agents as close as possible to the data source to improve data 

migration performance and reliability. 
• To improve data migration performance, properly size your Amazon Elastic Compute 

Cloud (Amazon EC2) instance and its equivalent virtual machines that the data extractor agents 
are installed on. 
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• Configure multiple data extractor agents to run multiple tasks in parallel to improve data 
migration performance by maximizing the usage of the allocated network bandwidth. 

• Adjust AWS SCT memory configuration to improve schema conversion performance. 
• Use Amazon S3 to store the large objects such as images, PDFs, and other binary data from your 

existing data warehouse. 
• To migrate large tables, use virtual partitioning and create sub-tasks to improve data migration 

performance. 
• Understand the use cases of AWS services such as Direct Connect, the AWS Transfer Family, and 

the AWS Snow Family. Select the right service or tool to meet your data migration requirements. 
• Understand AWS service quotas and make informed migration design decisions. 

Considerations for Amazon Redshift migration tools 
Data is growing in volume and complexity faster than ever. However, only a fraction of this invaluable 
asset is available for analysis. Traditional on-premises data warehouses have rigid architectures that don’t 
scale for modern big data analytics use cases. These traditional data warehouses are expensive to set up 
and operate, and require large upfront investments in both software and hardware. 

In this post, we discussed Amazon Redshift as a fully managed, scalable, modern data warehouse that can 
help you analyze all your data, and achieve performance at any scale with low and predictable cost. To 
migrate your data warehouse to Amazon Redshift, you need to consider a range of factors, such as the 
total size of the data warehouse, data change rate, and data transformation complexity, before picking a 
suitable migration strategy and process to reduce the complexity and cost of your data warehouse 
migration project. With AWS services such AWS SCT and AWS DMS, and by adopting the tips and the best 
practices of these services, you can automate migration tasks, scale migration, accelerate the delivery of 
your data warehouse migration project, and delight your customers. 

 

NOTE: This article is an extract from AWS Big Data Blog. Author: Lewis Tang (Senior Solutions Architect at 

Amazon Web Services) 
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NOTE: This article is an extract from Microsoft Tech Community Blog. Author: Inbal Argov (Senior Product 

Manager, Microsoft Defender for Cloud) 

 

atabases are constantly evolving to handle new use cases, incorporate more intelligence, and 
store more data, giving developers and organizations a wide range of database types to meet 
their varying needs. Because aspects including architecture, capabilities, configuration options, 
and authentication methods are unique to each database type, so are the security threats—

requiring custom security measures and protection capabilities to address the most common threats 
across databases. 

Azure Cosmos DB is a fully managed NoSQL database for modern, fast, and flexible app development, 
offering single-digit millisecond response times, automatic and instant scalability, and multiple SDKs and 
APIs to support a variety of non-relational data models. 

Today we’re excited to announce a new addition to our database protection offering Microsoft Defender 
for Azure Cosmos DB in preview. 

The new cloud workload protection capabilities are designed as an Azure-native layer of security, that 
detect attempts to exploit databases in your Azure Cosmos DB accounts based on the most common 
attack techniques and known bad actors—enabling security teams to detect and respond to these 
threats more effectively, using the Microsoft Defender for Cloud toolset. 

These detections are delivered based on Microsoft Threat Intelligence, the Microsoft Defender SQL 
query analysis engine, and Microsoft Defender behavioral models.  

Detect the most critical threats targeting Azure Cosmos DB 
Defender for Azure Cosmos DB monitors your Azure Cosmos DB accounts and protects them from various 
attack vectors, such as attacks originating from the application layer, SQL injections, suspicious access 
patterns, compromised identities, malicious insiders, and direct attacks on the database. Below is an 
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overview of the key threat techniques that affect Azure Cosmos DB and are supported alert types in 
Microsoft Defender for Cloud. 

• SQL injections: It is not commonly known that one of the most popular attack techniques—SQL 
injection—can be executed against a database in Azure Cosmos DB. This technique allows the 
attacker to hide behind the application’s credentials and behaviors, so they can carry out an attack 
without the need to get their own credentials in order to exploit the database. Attackers can use 
SQL injection techniques to bypass the application’s access controls and extract sensitive data. 
Defender for Azure Cosmos DB detects these attempts early, as well as helps with 
recommendations and policies to harden your applications to help prevent these exploits in the 
first place. 
 

 

• Key extraction: This is an indicative pattern of a compromised identity looking for ways to access 
the crown jewels of your organization—your data. The most common way for compromised 
identities and malicious insiders to exploit an Azure Cosmos DB database is to extract the access 
keys to the account. These keys allow full access to all data in the Azure Cosmos DB account. In 
these cases, where an attacker manages to get hold of a compromised identity, it’s critical to 
detect a breach early and ensure they’re not able to scan your Azure Cosmos DB account and 
extract critical data. Defender for Azure Cosmos DB detects these compromises early and allows 
you to set up automation to block bad actors and mitigate the threat. 

• Known malicious indicators: Microsoft Defender for Cloud uses the extensive threat intelligence 
of Microsoft’s security platform, allowing security teams to detect and respond to malicious 
actors trying to access their databases more effectively. 

• Suspicious behavior patterns: Using behavioral modeling over time, Microsoft Defender for 
Cloud detects suspicious behaviors on your Azure Cosmos DB accounts that can indicate 
compromised identities, leaked keys, or malicious insiders.  
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You can find a complete list of Defender for Azure Cosmos DB alerts with the Microsoft Defender for 
Azure Cosmos DB alerts reference guide. 
 

 

Easily enable protection for all your database types in Microsoft Defender for 
Cloud 
The new threat protection offering for Azure Cosmos DB is now available in Microsoft Defender for Cloud, 
alongside a newly designed database-centric enablement experience. 

To simplify the process of enabling database protection across the different database types in your cloud 
and hybrid environments, we created a central management experience across SQL databases, MariaDB, 
and now Azure Cosmos DB. While each database type requires a tailored approach with custom security 
controls and uniquely optimized threat detection models, we have standardized the security experience 
in Microsoft Defender for Cloud across them. 

You can enable protection for Azure Cosmos DB at either the subscription level or the resource level, or 
simply enable protection for all your database types with a single click. For detailed step-by-step 
instructions, check out our introduction to Microsoft Defender for SQL documentation. 
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With the addition of support for Azure Cosmos DB, Microsoft Defender for Cloud now provides one of the 
most comprehensive workload protection offerings for cloud-based databases, giving security teams and 
database owners a centralized experience to manage database security in their environments. 

Microsoft Defender for Cloud is a solution for cloud security posture management (CSPM) and cloud 
workload protection (CWP) that finds weak spots across your cloud configuration, helps strengthen the 
overall security posture of your environment, and can protect workloads across multicloud and hybrid 
environments from evolving threats. 

Learn More 
• Get started with a free trial. 
• Visit our website to learn more about Microsoft Defender for Cloud. 
• Check out the product documentation to get started with Microsoft Defender for Azure Cosmos 

DB. 
• Subscribe to our YouTube series for product deep dives! 
• Follow us at @MSThreatProtect for the latest news and updates on cybersecurity. 

 

 

NOTE: This article is an extract from Microsoft Tech Community Blog. Author: Inbal Argov (Senior Product 

Manager, Microsoft Defender for Cloud) 
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Questions?  Comments?  Talk to the author today.  Inbal Argov on LinkedIn. 
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